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SPECTRa-T Project Plan

Overview of Project

1. Background

Chemistry as a discipline has been slower than the physical and biomedical sciences to adopt and exploit Open Access concepts in the handling of experimental data and research publications. Nevertheless the data (synthetic, spectral, computational and even crystallographic) generated in chemistry and related departments are conventionally attached to theses (e.g. PhD). In practice, as we have found in the recently-completed SPECTRa project1, much of the data making up the scientific experiment and record is never communicated to the scientific community in appropriate form (numbers are reduced to points on diagrams, tables are converted to graphs in pixel form). For example a thesis of 200 pages might produce 2-3 papers of perhaps 5 pages each. The rest of the information– the data – never make it to the publisher. Chemical theses typically contain spectra and spectral assignments that are not routinely captured and exposed to search tools, and that are typically stored without being subjected to appropriate preservation techniques, with the likely irretrievable loss of data within  few years.

This project will develop text-mining tools that address the need to extract the wealth of experimental data currently untapped in scientific theses, focussing on chemistry research data in molecular and related subjects. It will build on expertise gained in the SPECTRa, R4L and eBank projects, and on experience acquired by the Chemistry departments at the University of Cambridge and Imperial College London in Open Data publishing. The Cambridge group, an acknowledged world leader in chemical textmining through the EPSRC SciBorg project2, has already produced widely disseminated tools that are being used, for example, in the high-throughput  extraction of chemical information from PubMed abstracts.

John Wilbanks, Executive Director, Science Commons has observed: “Numerous scientists have pointed out the irony that right at the historical moment when we have the technologies to permit worldwide availability and distributed process of scientific data, broadening collaboration and accelerating the pace and depth of discovery…..we are busy locking up that data and preventing the use of correspondingly advanced technologies on knowledge” 3 The 2004 OECD Declaration on Access to Research Data from Public Funding has also recognised the value of placing scientific data in openly accessible data collections.4 Hey and Trefethen5, discussing the "vast outpouring of scientific data", have noted the need "to automate the discovery process - from data to information to knowledge - as far as possible."
This proposal will address these issues in furtherance of Open Data principles and practices, relating specifically to data in scientific theses. We will review what proportion of the data (anecdotally estimated at 50%) is never published. Theses are an ideal target for mandating and assuring the capture of data with associated metadata because:
· Institutions are moving towards the mandated deposition of e-theses (unlike - at present  -  primary publications).
· The process is controlled to require certain degrees of quality both in content and metadata.
· The student must always be in complete command of the experimental conditions and data, when writing the thesis. Indeed a large part of many theses is made up of experimental data as tables, graphs and numbers.
· The original data are usually in machine-understandable form before being downgraded into text in (say) MSWord.
· The younger generation, increasingly trained in good data-handling practices, is likely to be responsive to protocols for making their work machine-searchable.
Chemical information is essential to many sciences outside chemistry, including materials, life an environmental sciences, and supports major industries including pharmaceuticals. The reporting of the synthesis and properties of new chemical compounds is central to this, with over 500,000 new syntheses annually in peer-reviewed publications from the global academic sector. The bare essentials of the synthesis are published but the detailed experimental recipe (as found in the thesis) is often omitted. Moreover the text-based nature of traditional publishing makes it extremely expensive to add chemical metadata to publications (as is done by Chemical Abstracts). There is now great interest in extracting unpublished chemical compound information from theses (one of our team, PM-R, has been involved in early discussions with JISC, SURF [NL] and the NL company SORD on automatic extraction of chemistry from theses).
SPECTRa's final report confirmed that researcher compliance with deposition of data is a major obstacle. We have noted that the social aspects (ownership, fear of premature publication, etc.)  were probably more important than the technical ones (e.g. lack of software) and militated against rapid deposition or high-compliance. A major achievement of SPECTRa has been the creation and testing of a “closed access archive” where researchers could deposit material in escrow. SPECTRa has also noted that there is a “golden moment” when the researcher and data provider agree on the scientific interpretation and quality of the data and when this could, barring social concerns, be reposited. SPECTRa has therefore developed a software protocol which is being used to gather metrics.

Theses have few of the social constraints mentioned above. A student must comply with regulations, must provide all supporting information to examiners if required, must assemble the data to a given quality metric, and must comply with escrow requirements. The creation of a thesis, therefore, represents a prolonged “golden moment” when data are in a perfect form to be reposited and where compliance can be assured.

OAI-compliant institutional repositories are potentially an effective means of capturing, preserving, and disseminating them in accordance with Open Access principles. Supported by the UK eScience programme we have created proof-of-concept for the extraction of this data from the scientists and its archiving in repositories (EPrints/Southampton6 and DSpace/Cambridge7). Collections of 10,000 compounds could be managed in a research group and millions can be centrally archived. By adding chemical metadata8 (e.g. the new IUPAC unique identifier, InChI9) we can get essentially 100% precision and 100% recall from web-based search engines (Google, MSN, etc.) which harvest our repositories.
2. Aims and Objectives



The aims of SPECTRa-T are to:

· facilitate routine and automatic extraction of Knowledge Objects (e.g. molecules, spectra)  in high volumes, transformation into metadata and their ingest into institutional repositories.

· The automatic extraction of terms and their transformation into controlled vocabularies and ontologies.

· review current practice in the deposition of chemistry theses (e.g. document format) and make appropriate recommendations.

· investigate the needs of the academic chemistry research community with respect to how data associated with theses may best be managed.

· demonstrate how these needs may best be co-ordinated with emerging institutional strategies for repositories handling data-rich objects.

· investigate the automatic discovery of data and data-rich documents in institutional repositories.

· investigate the cultural issues (e.g. data ownership) in capturing and re-using scientific data as part of a publication process.

· explore interoperability issues involving preservation of data in repositories deposited using existing tools.

· develop the environment for semantic querying of institutional repositories.

· explore the viability of RDF-based querying.

· explore the potential for graphical visualization of the knowledge structure and metadata of theses.

SPECTRa-T will realise these aims through the following objectives:
· review the practices of deposition of theses in crystallography, computational and synthetic chemistry.

· integrate existing chemical KOS (IUPAC Gold Book and ChEBI) specifications into the deposition

· develop automated validated and indexing tools specific to crystallography, computational chemistry and synthetic spectra, and providing interfaces with Open Standards-compliant repository platforms.

· automatically increase the chemical KOS ontology through text-mining, leading to a specific SPECTRa-T ontology.

· make recommendations to EThOSnet and other organizations, in order to promote project outcomes and encourage widespread adoption

3. Overall Approach

Methods for depositing Chemistry eTheses are now being solved at a technical level and are being disseminated to HE departments, but need to be integrated more effectively to achieve their potential: this is a key element in SPECTRa-T. These will be available to those responsible for theses (librarians and heads of (chemistry) departments) and are freely available to students. 
The major technical development in this project will be to develop a portable, free/Open Source, desktop tool with which chemists can extract and systematise the chemical terms and data in a thesis and extract Knowledge Objects in SKOS format. We shall capture the recipe of  synthetic chemical procedures using a text-mining tool customized from software developed in the SciBorg project. A typical recipe is show in Figure 1 where the OSCAR3 software has identified data and chemical objects. We have systematized these into a KOS based on CML and expressable in the SKOS format.
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Figure 1. A typical chemical procedure indexed in the OSCAR system. Each term (“crude”,

“colourless oil”, “trifluoroacetic acid”) has been lexically (lexeme frequency) and linguistically

recognized (e.g. with part-of-speech tagger) and interpreted. These form a large body of SKOS

objects in the thesis, typically several thousand instances.

· A student may enter up to 200 such recipes in a thesis. Ideally the chemical objects (molecular connection tables) should be deposited in a digital repository (as in the SPECTRa protocol). This allows the system to be chemically searchable and classifiable using automatic tools.

· Where the student does not enter the connection table the OSCAR system is able to interpret a large number of the compounds by name lookup (lexicon of ca. 10 million names), or lexical reconstruction into the molecular formula.

· The physical properties (e.g. melting point) and analyses which may be converted to CML and thence to SKOS nodes. From a corpus with human assignments of metadata 
we shall construct an automatic classifier.

· It is becoming increasingly common for experimental theses to also report properties computed using various modelling procedures, most particularly relative energies, geometries, charges, and conformational properties. These are particularly amenable to automated conversion into SKOS nodes.

· The SKOS and metadata will be converted into RDF
If the project progress and resources permit, we would like to address the means to create a link between e.g. the spectral assignment data found in the experimental sections of a thesis (as highlighted in Figure 1) and the digital spectra data deposited using the SPECTRa repository deposition tools.

4. Project Outputs

· Project Plan & Progress Reports 
· Project Website

· Tested software to extract chemistry terms and objects from theses and turn into SKOS
· Searchable data store (RDF triplestore / digital repository) of extracted terms and objects

· Recommendations to thesis administration bodies about e-theses formats

· Final Report

5. Project Outcomes

· Research students in chemistry: Data archival at time of capture gives higher quality, less loss and increased discoverability within lab and institution. May dramatically reduce thesis creation effort (can take weeks to prepare data section for a paper).

· Those examining and storing theses. Will allow automatic checking of the technical correctness of a thesis (i.e. that all the bits are present)

· Researchers in other sciences: Methodologies and protocols can be used as exemplars elsewhere.  Better comprehension of chemical concepts.

· Undergraduates: Exemplar of best practice in subject.

· Metadata creators: Large SKOS to use for chemical metadata and for general experimentation 

· Libraries and Repository Managers: Demonstration of opportunities for, and practical implementation of, library support for academic research.  Opportunities developed for linkage between data and publications through repository interactions.  

· Universities: Improved understanding of how institutional repositories can contribute to institutional strategies.

· Open Source community: Further contributions to the development and adoption of OS technology.

· Commercial sector:  Improved exposure of scientific data and research outcomes will aid pharmaceutical and biochemical research and contribute to British industrial and economic performance.  
· Publishers (and thus their authors and readership in academia) will benefit from improved practices in managing relationship between research papers and scientific data.
6. Stakeholder Analysis

	Stakeholder
	Interest / stake
	Importance

	
	
	

	JISC
	Funding body
	High

	Pro-Vice Chancellor
	Institutional Support
	High

	Institution Research Chemists
	Users
	High

	Commercial Research Chemists
	Potential Data Users
	Medium

	Librarians
	Support for Research

Creation of Metadata
	High

	Other JISC Digital Repository Projects
	Success / Failure
	High

	Open Source Community
	Common software tools
	Medium

	Semantic Web Community
	Working software
	Medium

	DSpace community
	Shared interest
	Low

	Administrators
	Finance
	Medium

	Teachers and Learners
	Potential users
	Medium


7. Risk Analysis
	
	Impact
	Probability
	Mitigation Action


1. Failure to develop realistic plan



High
      Low

Team-approved Project Plan



2. Failure to follow plan

· Scope Creep





 
High
  Medium/Low
Change Control Plan

· Failure to achieve milestone dates


 
High
      Low

Active Project Management
3. Recruitment - Loss of Project Members

· Late starts





        Medium
      High 

Revise phased delivery dates
· Temporary loss




        Medium
    Medium 

Revise phased delivery dates
· Permanent loss





High
       Low
      Accept partial loss of deliverables
4. Technology Risks

· RDF triplestore limitations (searchability/scalability)
Low
 Medium/High
Content size not a deliverable

· Insufficient hardware resource



Low
       Low

Storage not an issue

· Complete loss of repository data/software


High
       Low

Regular backup
· Complete loss of repository hardware 


High
       Low

Split between 2 sites

5. Data Risks

· Data misidentification



        Medium
     Medium
   
Rigorous data testing      

6. Intellectual Property Rights Infringement

· Data content ownership



       Medium      Medium
       Closed access to extracted data
· 










      Investigate licencing procedures 
7. Breakdown in relationship between partners

· Cambridge-Imperial consortium


       Medium
       Low

 

8. Standards

	Name of standard or specification
	Version
	Notes

	
	
	

	W3C Web Standards
	
	Web site accessibility

	W3C Semantic Web (RDF/SKOS/SPARQL)
	
	

	 OAI-PMH
	
	Metadata record exchange - Digital archive interoperability

	Dublin Core
	
	Metadata records

	METS 
	
	XML packaging of digital library objects


OIA-PMH  Open Archive Initiative - Protocol for Metadata Harvesting

METS  Metadata Encoding and Transmission Standards

RDF  Resource Description Framework

SKOS  Simple Knowledge Organisation Systems
SPARQL  Protocol and RDF Query language

9. Technical Development

· Use-case analysis will be used identify user-software and software-software interactions and requirements 

· We should develop a user interface style to ensure consistency across different project areas

· We will use an Iterative/Agile Software Development process

· Software development will be subject to source control (using SubVersion)

· A software Change Control system will operate to ensure that change proposals are considered systematically

· We must develop test cases to ensure that data input/retrieval interfaces work correctly

· User-acceptance testing

· End-user documentation : help files and printed documentation

10. Intellectual Property Rights

10.1 Software. OSCAR3 software and JUMBO chemical libraries will be incorporated into the project tools. This is Open Source and as we will not be using these for any commercial purpose we do not foresee any copyright problems All software tools developed will be made freely available as Open Source code. 
10.2 Data. We will be working with e-theses whose IPR will be owned by third parties (frequently the author). The project will need to undertake an investigation of licence restrictions on aspects of e-thesis re-use, including data extraction and the creation of derived data. We will obtain permission from the copyright holders.
JISC will be entitled to non-exclusive licences permitting it to utilise, archive and disseminate the outcomes as it requires.

Project Resources

11. Project Partners

This is a joint project between the University of Cambridge (lead partner) and Imperial College London

Consortium Agreement :  this will be signed by the end of June 2007


	Institution
	Contact

	University of Cambridge (lead)
	Peter Morgan  (email : pbm2@cam.ac.uk)

	Imperial College London
	Arthur Spirling  (email :  a.spirling@imperial.ac.uk )


Main Contact :  Peter Morgan

SPECTRa-T Principal Investigator

Cambridge University Medical Library

Addenbrooke's Hospital

Hills Road, Cambridge CB2 2SP
12. Project Management



The project lines of communication

	Title
	Name
	email
	Tel

	Project Director
	Peter Morgan
	pbm2@cam.ac.uk
	01223 357357

	Project Manager
	Alan Tonge
	apt24@cam.ac.uk
	01223 336432

	Software Developer (Cambridge)
	Diana Stewart
	
	01223 336432

	Software Developer (Imperial)
	Matt Harvey
	m.j.harvey@imperial.ac.uk
	

	Chemistry Lead (Cambridge)
	Peter Murray-Rust
	pm286@cam.ac.uk
	01223 763069

	Chemistry Lead (Imperial)
	Henry Rzepa
	h.rzepa@imperial.ac.uk
	020 7594 5774

	ICT Lead (Imperial)
	Arthur Spirling
	a.spirling@imperial.ac.uk
	


The Project Manager will spend approximately half his time on project management, with remaining time spent on support of use-case analysis for user requirements, testing of software tools and analysis of results, and development of the project web site. He will produce regular progress reports against the Project Plan for Project Team Meetings

Project Team meetings will review overall progress on a regular bi-monthly basis. The project manager will be responsible for day-to-day decision making, but where significant problems or opportunities arise the Project Manager will discuss issues with the Project Team or Software Development Team (as appropriate) to reach a conclusion. The software development will adopt an Iterative (Agile) method for managing requirements specifications and creating working software, using pre-existing component where available, verifying/testing software quality and controlling software changes.  An initial inception/design will be performed, where key functional requirements are identified. Review/planning meetings will be held monthly.  These meetings will be chaired by Jim Downing (Unilever Centre, Dept. of Chemistry, Cambridge) and will be monitored by the project manager to ensure that priority functionality is included at appropriate times.
The project will be overseen by a Project Steering Group with the following membership:
Dr Paul Ayris, Director of Library Services, University College London (Chair)

Peter Fox, Librarian, Cambridge University Library
Clare Jenkins, Director of Library Services, Imperial College London
Dr Simon Coles, Manager, National Crystallographic Service, University of Southampton

Dr David James, ICT & Production Director, Royal Society of Chemistry Publishing

Dr Liz Lyon, Director, UKOLN

Dr Alma Swan, Director, Key Perspectives Ltd.

Dr Peter Murray-Rust, Unilever Centre for Molecular Informatics, University of Cambridge
Professor Henry Rzepa, Dept of Chemistry, Imperial College London

Peter Morgan, Project Director, Cambridge University Library

Dr Alan Tonge, Project Manager (secretary)

The Steering Group will meet on a six-monthly basis.

13. Programme Support

We would appreciate training courses or one-day meetings on various technical aspects of the programme area , e.g. :

· QA (particularly software QA)

· UML modelling 

14. Budget

See Appendix A  <PM to provide >
Detailed Project Planning

15. Workpackages

See Appendix B

16. Evaluation Plan

	Factor to Evaluate
	Questions to Address
	Method(s)
	Measure of Success

	Desktop tool & datastore requirements
	Are they complete?
	Expert review / interviews
	User adoption

	User interfaces
	Are they consistent?
	Style Guide
	

	Data extraction & creation
	How complete?
	Expert review
	Accuracy

	RDF triple creation
	Are they correct?

Does retrieval scale?
	
	

	Project Management

· Software development

· Project Team relationships


	Is it effective?
	Steering Group review
	Hitting milestones Producing deliverables

	Dissemination
	ditto
	Communication with stakeholders

Weblogs Interviews
	Increasing website hit rates

Invitations for presentations to chemistry/library/semantic web community

	Deliverables
	Have we produced a successful product?
	Interviews
	Community takes up tools 

Research data is accessible via  Repositories / datastores


17. Quality Plan
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities

	Fitness for purpose
	User-acceptance testing
	+ve feedback
	

	Best practice for processes
	All requirements to be committed in writing

A systematic procedure for software change control

Source code control

Ongoing risk management

Regular reports on progress against Project Plan milestones
	
	

	Adherence to specifications
	Full requirements testing will use a matrix of test cases against requirements

User interface prototyping

Defect tracking and correction
	Defect time to resolution
	

	Adherence to standards
	The Project will adhere to the JISC Information Environment Technical Standards.
	Steering Committee review
	

	Accessibility and usability
	The project will comply with levels one and two of the W3C guidelines for accessibility of web materials.
	ditto
	


18. Dissemination Plan

	Timing
	Dissemination Activity
	Audience
	Purpose

	Month 3
	Project Website
	General
	Information

Promotion

	Month 3+
	Email, telephone
	HOD's / chemists
	Promotion

	6 monthly
	JISC Programme Meetings
	Stakeholders
	Sharing experience

Promotion

	Month 6+
	Chemistry community conferences
	Users
	Awareness

Promotion

	Month 6+
	Library / Digital repository conferences
	Stakeholders
	Awareness

Promotion

	Month 6+
	Semantic web / semantic data conferences
	Stakeholders
	Awareness

Promotion

	Month 12+
	Submissions for publication in scientific literature
	Chemists /

Information
	Review


19. Exit and Sustainability Plans

Any extracted data will be submitted for long-term preservation in an institutional digital repository. Since the final form of some of the outputs (e.g. software tools) is not yet fully specified, we will develop the appropriate plans as the project develops.
	Project Outputs
	Action for Take-up & Embedding
	Action for Exit

	Departmental data store (RDF triplestore/repository)
	
	Fully document
Transfer to institutional repository

	Project Web Site
	Cambridge University Library will maintain for 5 years
	Place in repository

	Dissemination material
	Publications / conference presentations
	Final Report

	Working demonstrator
	Dissemination

Presentations to community
	


	Project Outputs
	Why Sustainable
	Scenarios for Taking Forward
	Issues to Address

	A working desktop e-thesis data extraction tool
	Value of data to chemistry community
	Development of permanent infrastructure
	Future staffing / funding

	Operational / Searchable datastore
	
	
	


Appendixes

Appendix A.  Project Budget

Appendix B.  Workpackages
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