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Executive Summary

Project SPECTRa's principal aim was to facilitate the high-volume ingest and subsequent reuse of experimental data via institutional repositories, using the DSpace platform, by developing Open Source software tools which could easily be incorporated within chemists' workflows. It focussed on three distinct areas of chemistry research - synthetic organic chemistry, crystallography and computational chemistry.
SPECTRa was funded by JISC's Digital Repositories Programme as a joint project between the libraries and chemistry departments of the University of Cambridge and Imperial College London, in collaboration with the eBank UK project.

Surveys of chemists at Imperial and Cambridge investigated their current use of computers and the Internet and identified specific data needs.  The survey's main conclusions were:
· Much data is not stored electronically (e.g. lab books, paper copies of  spectra)

· A complex list of data file formats (particularly proprietary binary formats) being used

· A significant ignorance of digital repositories

· A requirement for restricted access to deposited experimental data

Distributable software tool development using Open Source code was undertaken to facilitate deposition into a repository, guided by interviews with key researchers. The project has provided tools which allow for the preservation aspects of data reuse. All legacy chemical file formats are converted to the appropriate Chemical Markup Language scheme to enable automatic data validation, metadata creation and long-term preservation needs. Additional tools would be required to add value to any large-scale data aggregates. 
The deposition process adopted the concept of an "embargo repository" allowing unpublished or commercially sensitive material, identified through metadata, to be retained in a closed access environment until the data owner approved its release.  The resultant repository architecture envisages a federated framework in which data will first be deposited into an intermediate departmental repository and may later be pushed into a central Open Access repository.

The interviews with researchers also identified the concept of a "golden moment" - a point at which the researcher best understands the process, possesses a comprehensive package of information to describe it, and is motivated to submit it to a data management process.  

Among the project's findings were the following:

· it has integrated the need for long-term management of experimental chemistry data with the maturing technology and organisational capability of digital repositories;

· scientific data repositories are more complex to build and maintain than are those designed primarily for text-based materials;

· the specific needs of individual scientific disciplines are best met by discipline-specific tools, though this is a resource-intensive process;

· institutional repository managers need to understand the working practices of researchers in order to develop repository services that meet their requirements;
· IPR issues relating to the ownership and reuse of scientific data are complex, and would benefit from authoritative guidance based on UK and EU law.

Background

Chemical information is essential to many sciences outside chemistry, including material, life and environmental sciences, and supports major industries including pharmaceuticals. The reporting of the synthesis and properties of new chemical compounds is central to this and although the bare essentials of these syntheses are published, essential experimental data are almost always omitted. Moreover the text-based nature of traditional publishing makes it extremely expensive to add chemical metadata to publications. It has been reported that 80% of all crystallographic data are never published and we estimate that in organic chemistry 99% of all spectra (which are essential for the full analytical characterization and understanding of chemical structures) are lost.  These data are all available in high-quality electronic form in the academic laboratories but there is no effective method for archiving them (the most favourable is that departing graduate students hand over floppies to supervisors, and this information rapidly decays).  Most of those intrinsically high-quality objects decay with a short half-life and may be irretrievable within five years of their creation. 

OAI-compliant institutional repositories are potentially an effective means of capturing, preserving, and disseminating this data in accordance with Open Access principles.  By adding chemical metadata (e.g. the new IUPAC unique identifier, InChI) we can get essentially 100% precision and 100% recall from web-based search engines (Google, MSN, etc.) which harvest our repositories.

The ideal method for developing content repositories is through depositing XML documents based on one or more domain-specific namespaces. Chemical Markup Language CML1 developed by Peter Murray-Rust (Cambridge) and Henry Rzepa (Imperial) is the de facto approach to representing chemical data and documents of this sort. Therefore it was appropriate to develop content and metadata based on this approach. Unfortunately much of the current scientific data is in legacy format and we therefore chose a number of legacy formats which could reliably be transformed into CML and which represented the most common types of chemical experiment.
University libraries, which in most cases provide the management of institutional repositories, have begun to explore ways in which they can acquire a better understanding of researchers' workflows and needs, in order to develop both the technical features and organisational policy of repositories and thus encourage their academic communities to make use of such facilities.  

In both Cambridge and Imperial College the respective libraries already had an institutional repository strategy in place.  Cambridge University Library, in conjunction with the University Computing Service, had installed and developed DSpace@Cambridge as its institutional repository, acquiring experience in handling a range of content types ranging from research papers to datasets across a variety of academic disciplines, and the repository team had also made a significant contribution to the Open Source development of the DSpace code. 

Imperial College London Library, as a member of the SHERPA-LEAP University of London SHERPA consortium, had an institutional repository running EPrints software on a shared server based at University College London, concentrating initially on eprints in the Physical Sciences. Imperial’s strategy was to establish its own separate repository on a College server using DSpace software and to extend the scope of the repository to include eprints, theses, research papers, and supporting datasets across a number of scientific disciplines. The repository would also be integrated with other College information system, such as the Publications Database, RAE systems and the College Professional Web pages.

Aims and Objectives

The principal aim of the project as recorded in the Project Plan was to investigate the needs of the academic chemistry research community in capturing and re-using experimental scientific data, facilitating the routine extraction of data in high volumes and their ingest into institutional repositories.

SPECTRa proposed to realise this aim through the following objectives:

· undertake surveys of communities in computational and organic chemistry.

· test and refine crystallography tools developed by eBank.

· develop automated validated and indexing tools specific to computational and synthetic chemistry, and provide interactions with the OAI-compliant DSpace repository platform.

· develop chemical metadata functionality based on Dublin Core.

· disseminate and promote project outcomes to encourage widespread adoption

Changes:

Grant Reduction

Before the project was approved, there was a significant change in the original proposal as first submitted. The 24-month timescale was reduced to 18 months as a consequence of a 25% reduction in the size of the grant awarded by JISC.

Surveys 

The intended surveying of crystallography and computational chemistry communities, because these are specialized disciplines within chemistry, was replaced by discussions with specialists within these areas, who were able to identify the discipline requirements. Details of both general and specific surveying and associated questionnaires are given in the Methodology section.

eBank tools 

We conducted detailed workflow analysis with departmental crystallographers, for whom we wished to develop a complete online Sample Manager application with the functionality based on the Southampton eCrystals facility2. However, the local situation faced by crystallographers and their client chemists at Cambridge and Imperial was found to differ significantly from that faced by crystallographers at Southampton for provision of a national crystallographic service. The only part of the process that was of interest was the deposition of the final result - the refined crystallographic structure. 

Methodology

The context of the project was to understand the informatics architecture and researchers’ workflows in academic chemistry departments. To this end it was proposed to develop digital repository deposition software tools which could easily be incorporated within chemist’s workflows, a new approach to help overcome the problem of large-scale loss of experimental chemistry data.

Software Development Strategy

"Lightweight" Java frameworks (Tapestry vs. J2EE framework)

Industry standards in Java enterprise development focussed, until relatively recently, on the development of enterprise specific components which were specific to a particular deployment environment (a J2EE compliant server). Recently a more lightweight approach (Inversion of Control) has grown in which components are designed to be deliberately ignorant of the environment in which they are deployed. Any connections to other components, configuration and other environmental concerns (such as resource discovery) are performed by a "container". Adopting such an approach allowed easier unit testing of components, and also facilitated the definition of expressive contracts of behaviour (Java interfaces) between the various components in the SPECTRa tools.

SOAP vs. RESTful web interfaces

The components of SPECTRa needed to work in a distributed manner because of the discovered requirement for locally curated embargo, and because federated distribution will enable institutional repositories to manage the inherent complexity in dealing with the digital artefacts created by a truly multidisciplinary institution. The JISC technical guidelines favour the use of SOAP based web services over XML-over-HTTP type services (although these are permitted within the standard) for delivering transactional services. We chose the latter because :

· At a high level of abstraction our use case is about standardizing resource re presentations and performing simple transfer operations between systems. This is far more isomorphic with the RESTful style of web service design than the remote-procedure-call semantics of WS-*.

· There is increasing evidence that the WS-* standardization process will fail to reach a satisfactory conclusion.

· An aim for the tools was that they could be reused in a heterogeneous repository environment. This kind of interoperability is better achieved with RESTful approaches than with WS-*, as evidenced by the ease in implementing the deposition part of the Imperial College Gaussian deposition tool. 

Open Source
The SPECTRa tools have reused existing third-party code libraries where possible. Notably, the following Open Source libraries have been crucial and without them the tool development costs would have been far, far greater: 

· Jumbo & LegacyToCML (CML Java API and chemoinformatics toolkit)

· CIFDOM (XML representation of the CIF format)

· Jakarta commons APIs (Command line interface APIs, basic IO functionality etc)

· JNIInChI (Bridge between Java and the IUPAC InChI C libraries)

· Restlet (WebDAV utility libraries).

· XOM (XML processing library chosen for its rigorous support for namespaces)

Also crucial to the success of the software development were the following Open Source development and infrastructure tools : -

· Jetty (HTTP server and servlet engine)

· Eclipse (Extensible IDE)

· Maven (Build and software project organization tool)

· Spring (Inversion of Control container)

· Tapestry (Web application framework)

· DSpace (Institutional Repository software)

Chemistry Domains

The project chose to focus on three distinct areas of chemistry research – synthetic organic chemistry, crystallography and computational chemistry. At the outset, it was envisaged that  detailed protocols for chemists’ workflows would be developed. However, preliminary investigations revealed that these were not required to identify user requirements for deposition tools in the synthetic and computational areas as it was only the end points of the experimental or calculation process that produce data that the project was interested in capturing for preservation - that is, data which chemists would consider useful as part of a regular report, a thesis or for submission to peer-reviewed publication.

The term ‘experimental data’, as used in the Aims & Objectives section, is interpreted by the project to mean data derived specifically for experimental and theoretical structural characterisation of a chemical compound (e.g. NMR spectra , x-ray crystallography) and does not include data about the experimental conditions required for the synthesis of that compound.
Synthetic Chemistry

Synthetic chemistry is the application of synthetic methods and reactions to create new chemical compounds, a process which depends heavily upon spectroscopic analysis to characterise these new chemical structures. Initial survey interviews were conducted at Imperial with selected synthetic chemistry research leaders (Appendix 1). Although the potential value of repository-based preservation was appreciated (compared with traditional paper-based storage of spectra or the short half-life (ca. 5yrs) of proprietary binary spectra data formats saved on CD’s) these discussions indicated a clear reluctance to consider their use unless an embargo procedure for unpublished or commercially-sensitive material was available. This became a central focus for subsequent data management policy in the project.

Subsequently, extensive surveying of all research chemists (postgraduate students, postdoctoral workers and academic staff) was conducted at both Chemistry Departments at Imperial College London and the University of Cambridge. In order to evaluate their current use of computers and the Internet, and also to identify specific data needs, a questionnaire of 28 parts was devised. Although returns were voluntary, an overall response of 22% was achieved. The distribution of responses was found to be representative of the populations as a whole, giving us some confidence in the validity of the results, which are reported in detail separately (see Appendix 2).  The major findings  to arise from the survey were:
· Much data is not stored electronically (e.g. lab books, paper copies of  spectra)

· A complex list of data file formats (particularly proprietary binary formats) being used

· A significant ignorance of digital repositories

· A requirement for restricted access to deposited experimental data

Analysis of the results showed that NMR spectroscopy was the common spectroscopic method used across the different chemistry disciplines (synthetic organic, organometallic, inorganic/materials) and it was therefore chosen as the example for deposition tool development in synthetic chemistry. The IUPAC-supported JCAMP-DX file format for spectroscopic data exchange3 was identified as being the appropriate format standard for file input to our repositories as the use of binary proprietary format from spectrometer manufacturers (Bruker, JEOL or Varian) would give data that would become unreadable within a short period of time because of changes to manufacturer’s software. Our initial work in this area has been limited to the deposition of 1-dimensional NMR spectra, as the format proposal4 for multidimensional data has not yet been finally published (see Appendix 1 for a fuller discussion of issues involved).

As these JCAMP-DX spectra files do not contain structural information - an essential component of any (future) searching strategy - the additional deposition of a chemical structure file was also required.  The MDL molfile, a proprietary format which has become established as a de facto standard in chemical information5, was chosen.

Further one-to-one interviews were conducted with a selection of volunteer postgraduates (10) and staff (1) at Imperial to establish user requirements for the NMR deposition and search tools. This established that these researchers were willing to devote additional time for both the conversion of proprietary formats (Bruker in this case) to the required JCAMP-DX format and preparation of the chemical structure files. This was seen as an operation that would only be performed on selected compounds whose preparation would later become part of reports, publications or theses. Mock-ups of the deposition tools and proposed search results tools (involving display of both the chemical structure and the JCAMP-DX spectrum with the JSpecView applet6) were later undertaken.

While surveying should ideally have been initiated before software development began, recruitment difficulties meant that this took place in parallel with the first stages of development. The results confirmed assumptions that had been made at the outset

These surveys confirmed our belief that although current chemical metadata entries such as systematic name and InChI (International Chemical Identifier7,8 which provides an exact structure search identifier) were of value for searching, the ability to search the repository by substructure was seen as the most essential facility for a working system.
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Crystallography

The role of crystallography in a chemistry department is primarily to provide a service to confirm chemical structure of newly synthesised compounds. The aggregation of these solved structures into a central repository or database, such as compiled by the Cambridge Crystallographic Data Centre, adds significant value to the information. We conducted detailed workflow analysis with departmental crystallographers, for whom we wished to develop a complete online Sample Manager application with the functionality based on the UK National Crystallography Service facility at Southampton2.

· Electronic deposition of sample details (proposed structure; preparation details; chemist metadata)

· Online Queuing system to review sample status (with state-change control)

· Refined structure deposition in institutional repository; web-based search/display display tools

We therefore produced a comprehensive set of Use Cases (Appendix 3), to identify all aspects of the crystallographers experimental procedure and interactions with their client chemists, and from which a detailed set of software requirements was developed (Appendix 4). However, the situation at Cambridge and Imperial was found to differ significantly from that faced by crystallographers at Southampton, where the provision of a national crystallographic service had enabled them to mandate an online management protocol for all chemists wishing to submit crystals for 3D structure determination, a social situation quite different from that experienced locally between the departmental chemists and crystallographers. In the end the latter indicated that the only part of the process that was of interest was the deposition of the final result - the refined crystallographic structure. 

Although this conclusion was of interest, and could not have been anticipated without our work, this consequently delayed the development of the general SPECTRa repository deposition toolset in other areas. As a result, we estimate that the requirement of investigating the eCrystals toolset, researching the crystallographer-chemist workflow and developing a mock up of the crystallography Sample Manager concept will have lost the project about 3 months. 

Computational Chemistry

Computational chemistry provides a theoretical study of molecular structure and properties that may not be amenable to experimental study, ranging for example from the study of transition states of small molecule reactions through to the dynamic properties of macromolecular ensembles, such as proteins embedded in cell membranes. The extremely varied nature of computational chemistry methods employed within the sub-discipline (ranging from large-scale simulations on biological macromolecules using empirical forcefields, to the study of isolated small molecules and transition states with ab initio quantum mechanics calculations) would have required significant resources – at a level not available to the project - in order to conduct adequate surveying of the Computational Chemistry community. Although preliminary discussions with the manager of the EPSCR National Service for Computational Chemistry Software8 at Imperial, indicated that an investigation of the issues involved in long-term data preservation needs in this area would be valuable, 
insufficient resources were available to enable the project to pursue this objective. We therefore adopted the pragmatic approach of limiting efforts in this area to providing tools to capture the output from ab initio  Gaussian calculations.

As a further development arising from the project, a facility to capture the results of large-scale undergraduate computational chemistry calculations, submitted to a Condor-managed network of processors, was initiated at Imperial College in a teaching context.

Implementation

The project tool development was primarily a software development programme – the development of software tools to enable the deposition of chemistry data files and their associated metadata into digital repositories. As such, it was subject to the disciplines developed for successful project management – principally, in the creation of a written project plan and the application of a change control mechanism to prevent uncontrolled additions or changes to this plan: unlike most original work undertaken in academic research departments, this type of work requires that all targets are effectively defined at the start of the project and any deviation from these goals must be assessed and justified by the project management. 

The project was subject to both time and resource limits, being of fixed term (18 months) and fixed numbers of personnel. In such circumstances, any shortfall could only be met by a restriction on the project deliverables.

There were two significant additions to the original Project Plan:

· The practical development of the 'closed archive' concept

· The adoption of a mechanism to attach persistent identifiers to deposited objects

Embargo Repository

As highlighted in the Methodology section, discussions with chemistry research leaders had indicated the need for a restricted embargo procedure as a necessary requirement for the deposition of unpublished or commercially-sensitive material. Therefore, when data is deposited using SPECTRa deposition tools, the user is actively required to indicate both the length of the embargo period (0-3 years) and the default status (review or release) to be adopted at the end of the requested period. This information is held in metadata and immediately controls public access to the data held in the repository.

Although the concept of a data embargo is not new to us – for example, it is used for commercially valuable protein structures held in the Protein Data Bank10 - the extension into metadata (shown in Figure 2) is an innovative development. This approach, which anticipates the use of a ‘push’ process to transfer an object to an Open Access repository, differs fundamentally from a ‘pull’ mechanism such as that developed by the EThOS project11 to harvest e-theses released from embargo.
Persistent Identifiers

The lack of persistence of Internet web pages is a common problem experienced by browsers, giving 'Error 404' messages which indicate that the requested URL can no longer be found. The assignment of a Handle identifier12, which has the format:
Scheme : registrants_code / suffix

http://hdl.handle.net/10041/cc-60

allows the location of an entity (such as a web page or, in our case, an object in a digital repository) to be changed, while maintaining the identifying name (indicated here by the suffix). All deposited packages, including those from the teaching application, have a persistent identifier attached to them. These identifiers are maintained in tables within DSpace.

SPECTRa had two requirements that fell into the domain of persistent identification. Firstly, to provide a single identifier for content as it moved between systems (the deposition system, the embargo repository, the institutional repository), and secondly, as a way to provide a link between the human readable and machine readable forms of the data packages generated. 

The Handle system was chosen for a number of reasons including (i) fulfilling these requirements, (ii) it has a Java API and (iii) being used by DSpace. We encountered some difficulties in the course of development: 

· The Handle API is difficult to learn and use. 

· DSpace only acts as a Handle resolver - it does not behave as a client to a Handle server. DSpace functionality for updating Handles as content is moved between repositories is not yet developed. 

· Practical web systems end up needing to refer to handle identifiers (e.g. 10041/1) solely by their resolution URLs (e.g. http://hdl.handle.net/10041/1). 

· Using Handle as a way to make links between human readable representations (web pages) and machine representations (e.g. zipped data) would require all machine clients to understand the Handle system. 

To address the last point the SPECTRa customization of the DSpace web interface contains a web-style link between the human readable page and machine readable data. This is encoded as a <link rel="alternate"> element in the head section of the document. Using this convention, the usage of the Handle system is essentially distilled down to a web redirection service. 

<xmlData>

   <ebank_dc xmlns="http://www.rdn.ac.uk/oai/ebank_dc/">

      <type xmlns="http://purl.org/dc/elements/1.1/">Crystal structure data holding</type> 

      <subject xsi:type="ebankterms:ExperimentRef" xmlns="http://purl.org/dc/elements/1.1/">cg7088</subject> 

      <subject xsi:type="ebankterms:ChemicalFormula" xmlns="http://purl.org/dc/elements/1.1/">

C33 H35 O2 P S</subject> 

      <title xmlns="http://purl.org/dc/elements/1.1/">C33 H35 O2 P S</title> 

      <subject xsi:type="spectraterms:SystematicName" xmlns="http://purl.org/dc/elements/1.1/">

(1R,2S)-1-[(R)-1-(Diphenylphosphinoyl)-2-phenylethyl]-2-phenylsulfanyl-cyclohexanol</subject> 

      <identifier xmlns="http://purl.org/dc/elements/1.1/">InChI=1/C33H35O2PS/c1-26(27-16-6-2-7-17-27)32(33(34)25-15-14-24-31(33)37-30-22-12-5-13-23-30)36(35,28-18-8-3-9-19-28)29-20-10-4-11-21-29/h2-13,16-23,26,31-32,34H,14-15,24-25H2,1H3/q+1/t26-,31-,32+,33-/m0/s1</identifier> 

      <license xmlns="http://purl.org/dc/elements/1.1/">http://www.closed.com/</license> 

      <rights xmlns="http://purl.org/dc/elements/1.1/"> P. O'Brien, P.R. Raithby, H.R. Powell, C. Gueguen, S. Warren</rights> 

      <experimentDate xmlns="http://lib.cam.ac.uk/spectra">1998-01-01</experimentDate> 

      <subject xsi:type="spectraterms:ChemistsRef" xmlns="http://purl.org/dc/elements/1.1/" /> 

      <subject xsi:type="ebankterms:CompoundClass" xmlns="http://purl.org/dc/elements/1.1/">Organic</subject> 

      <publisher xmlns="http://purl.org/dc/elements/1.1/">University of Cambridge</publisher> 

      <contributor xmlns="http://purl.org/dc/elements/1.1/">J.E. Davies</contributor> 

      <creator xmlns="http://purl.org/dc/elements/1.1/">P. O'Brien</creator> 

      <creator xmlns="http://purl.org/dc/elements/1.1/">S. Warren</creator> 

    
   </ebank_dc>

   <embargo xmlns="http://lib.cam.ac.uk/spectra">

      <embargoLicense>
        <url>http://www.closed.com/</url> 

        <description>All Rights Reserved</description> 

        <machineReadable />
      </embargoLicense>
      <postEmbargoLicense>
        <url>http://creativecommons.org/licenses/by-sa/2.5/</url> 

        <description>Creative Commons Attribution-ShareAlike 2.5 License</description> 

        <machineReadable>
           <rdf:RDF xmlns:dc="http://purl.org/dc/elements/1.1/" 
xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"  xmlns="http://web.resource.org/cc/">
               <License rdf:about="http://creativecommons.org/licenses/by-sa/2.5/">
                  <permits rdf:resource="http://web.resource.org/cc/Reproduction" /> 

                  <permits rdf:resource="http://web.resource.org/cc/Distribution" /> 

                  <requires rdf:resource="http://web.resource.org/cc/Notice" /> 

                  <requires rdf:resource="http://web.resource.org/cc/Attribution" /> 

                  <permits rdf:resource="http://web.resource.org/cc/DerivativeWorks" /> 

                  <requires rdf:resource="http://web.resource.org/cc/ShareAlike" /> 
             </License>
         </rdf:RDF>
       </machineReadable>
      </postEmbargoLicense>
      <period>0</period> 

      <release>automatic</release> 

      <start>2007-02-09</start> 

   </embargo>
</xmlData>
Figure 2.  Marked-up Embargo and eBank Crystallographic Metadata

(Deposited with METS package)
Data Content and Validation

We identified the following non-binary formats which are accepted as data standards within the various chemistry disciplines : 

· Crystallography:  CIF files13
· NMR:  JCAMP-DX3 and MDL molfiles5
· Computational Chemistry:  Gaussian Archive files14
Although large-scale deposition of data content was not a project deliverable, a limited amount of publicly-viewable material from crystallography and computational chemistry has been made available. Data from the NMR packager is limited to a number of test files.

In addition to simply depositing the required chemistry data files, it was recognised that some process of automatic data validation would be required as part of the Quality Assurance process. In archiving scientific data there is a requirement for the preservation of the units of measurement. Chemical Markup Language1 (CML) is canonicalised and aids long-term preservation in a way that legacy formats often do not. It has given an opportunity to provide machine-based validation of marked-up chemistry data through the use of XSD schemas which can set limits on data values and data ranges. Therefore all four file types identified above are converted to the appropriate CML subtype and validated before deposition. 

Legacy Data

We did not appreciate the scale of non-conformance and changing standards for legacy file formats and data types. Both crystallographic CIF and spectroscopic JCAMP-DX file formats are in a state of continuing development and older files often do not reach recent standards. Depositing data using both the crystallographic and NMR spectroscopic tools proved problematic

For example, out of a set of over 200 legacy CIF files at Cambridge (chosen from those structures already published in peer-reviewed journals) approximately 30% showed a variety of different parsing errors which had to be corrected manually.

As NMR spectra are by default saved in proprietary Bruker format at both Imperial and Cambridge, it was necessary to explicitly convert these to JCAMP-DX using Bruker’s Topspin software15. The resulting files are heavily annotated with Bruker comment fields, one of which has to be removed programmatically in order for validation to proceed. Furthermore, we did not have the resource to upgrade the validation procedures to cope with the proposed modification3 of the JCAMP-DX format to accommodate 2D data sets, which currently comprise approximately 20% of the service NMR spectra recorded at our institutions.

Our experience with the deposition of legacy data indicates that an active resource will be required to manage such changes.
Repository Platform

The decision to use the DSpace platform16, rather than  alternatives such as EPrints17 or Fedora18 technologies, was primarily determined by the readily available infrastructure and experience in using this system at Cambridge (the lead SPECTRa institution), where it is currently in use for the institutional repository. Imperial College had also selected DSpace as its chosen repository platform, as it began to establish its own repository, separate from the shared SHERPA-LEAP system. Since actual deposit of content in the institutional repository was not a deliverable of the project, work on the DSpace technology was focussed on implementing and developing local instances of the repository software for use by the two participating Chemistry departments.  The project was also able to develop an understanding of how such departmental repositories might eventually interface with central institutional repositories
Although the DSpace customizations are obviously specific, it should be possible to repeat the XHTML and Handle mechanisms on any platform. The Deposit tool can be easily adapted to use any repository platform.

Metadata and Data Re-use
Usable metadata is a crucial component of a searching facility for digital repositories in order to enable data re-use. As much metadata as possible is created automatically when the deposited files for each of the three chemistry areas are read by the appropriate validation processes. As some fields are defined as mandatory (embargo period, author names) these are additionally prompted for by an AddMetadata page in the deposition process if missing; deposition cannot proceed until these fields are filled manually.

Metadata schemas adopted by the project are based on the extended Dublin Core schema published by eBank for the eCrystals project19 and limited local extensions have been adopted to distinguish between the originating chemist data owner (‘creator’) and the spectroscopist/crystallographer (‘contributor’). Embargo information is also encoded and an example is shown in Figure 2.

There are distinct types of data re-use. The project has provided tools which allow for the preservation aspects - e.g. a researcher can recover his/her data when writing up  a thesis or report; other researchers can access items for individual inspection. However, additional tools would be required to add value to any large-scale data aggregates.
This latter aspect of re-use is unfortunately beyond the resources of the current project, but would be a necessary and important focus for future work in order to realise the full potential value of the deposited data.

Intellectual Property Rights

Funding bodies have published policy statements, such as that of the EPSRC20, which in general delegate ownership of data to the funded institution.  Institutions in turn claim varying degrees of ownership or control over these data, and may assign some or all of their intellectual property rights to the individual researcher.  The project encountered uncertainties and inconsistencies among members of the chemistry communities at Cambridge and Imperial in the interpretation and application of their ownership rights to research data. For example, both the chemist who creates a substance and the crystallographer who analyses it may wish to assert rights over the outputs. These areas of doubt, which have important consequences for decisions about the eventual dissemination of data, need to be resolved before IPR metadata can be assigned to each data file.

There was also little awareness of the opportunities for employing the Science Commons21 approach to enable licensing of data to permit re-use. 
Digital Preservation

For practical purposes we expect that serious work in preservation will be carried out at the institutional, rather than departmental, level. Nevertheless, we have made significant efforts to create both metadata and identifiers to enable long-term preservation, coupled with the provision of data in normalized open formats, including CML.

Preservation of chemistry data file formats is a difficult area. Anecdotal evidence (e.g. see Appendix 1) suggests that the expected lifetime of files in proprietary formats is around 5 years. For standards such as CIF the situation is a little better, but since these files are generated from a range of different softwares and processes, the lifetime of these files is as good as the validation at the time of creation. 

The approach adopted  in SPECTRa was: 

1. Capture essential metadata at the point of submission (although much of this can be extracted automatically from the data files, some needed to be human-authored).

2. Validate all files against specifications where they exist.

3. Normalize data files to CML.

It is worth noting that whilst IR deposition should guarantee against the loss or corruption of the raw data, this will not be sufficient to ensure future usability. Some policy of format migration will be necessary for much of the data. 

Our questionnaire survey (Appendix2, Q 23/24) showed that preservation was a most important criterion for encouraging repository deposition. No refusal to provide additional metadata (e.g. author names) has been met, subject to embargo conditions being honoured.
METS Packaging

One of SPECTRa's technology requirements was to find a suitable way of packaging data, i.e. to associate a number of data files together with some technical and descriptive metadata.  The main alternatives were to use RDF, METS or MPEG21/DIDL (the last two both being XML-encoded approaches22,23). Of the three, METS was chosen because:
· It was the simplest technology that met our requirements

· It had already been adopted by the eBank project

· DSpace supports a METS profile as its primary package format. 
Outputs and Results
Software Tools

The browser-based client tools for file uploading and searching are linked via http protocol to a deposit tool which interfaces to processes for CML creation, file validation, metadata extraction & update and METS package creation and deposition in a DSpace repository. Permanent identifier Handle creation is catered for by DSpace itself.
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Figure 3.  Repository Deposition

The general architecture for repository deposition is shown in Figure 3, which highlights the separation of the short-term embargo processes required at departmental level from the longer-term preservation and Open Access requirements at institutional level. A more detailed description of the deposit / search tools is shown by the particular example of the crystallography toolset (Figure 4). Although basic repository search tools are distributed with DSpace, these are restricted in display facilities and additional text-based searching indexes are built on the web server which allows a richer range of search than that just based on metadata (InChI, systematic name) and authors. An online facility to search and view crystal structures deposited with the SPECTRa tools may be seen at: 
http://wwmm-sandbox.ch.cam.ac.uk/spectrasearch/index.html

Such searches are still limited in their ability (e.g. InChI search is limited to the finding an exact whole-molecule match) and, as already noted, for a service to prove attractive to working chemists one would like to see a chemical substructure search facility.

All project code has been written in Java and will be available in distributable version-controlled form via SourceForge. Dynamically generated web pages were created using the Tapestry framework24. Some delivered software contains components (e.g. for package handling and repository deposition) which are DSpace specific: the release of the repository Deposit API should allow interoperability with other platforms25.
The portal for handling undergraduate computational chemistry calculations at Imperial was a further development which made use of the SPECTRa Gaussian archive deposition tool software.

Chemist Survey Report

A survey of chemists’ use of the computers and the Internet, their data handling needs and the questionnaire upon which this was based are a novel approach to understanding current data handling practices in chemistry research. See Appendix 2 for the full report.

Website

A project website is maintained by the University Library at Cambridge. There is a commitment to retain this for a minimum of 3 years after the end of the project. The site has been assessed for conformance with accessibility standards (as required by the JISC project management26) and reaches Level 2 compliance27 

The site also meets current W3C html and css validation standards28
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Outcomes

Chemistry Research Community

We believe that the success of the project is already demonstrated by the active interest shown by other institutions in both running the questionnaire (Southampton University) and installing the SPECTRa software tools (University of Illinois at Urbana-Champaign, Trinity College Dublin) for deposition of experimental chemistry data in local DSpace repositories. In particular, UIUC have agreed to install the crystallography tools.
DSpace Community

Very few DSpace installations or projects have looked at using the platform for data deposition. SPECTRa has added to the community's knowledge about the abilities and limitations of the software for data handling, and the experiences gained through the project have helped to shape the future design of DSpace. 

Repository Management
The project was established in part to examine how institutional repositories might develop a closer relationship with researchers, and to test the relevance of repositories as a way of managing data. It succeeded in showing, for the chosen community of chemistry researchers, how they could be encouraged to deposit data, firstly by being provided with purpose-built software tools that reflect their established workflows and capitalise on the "golden moment" for data capture; and secondly by ensuring through an embargo process that publication of their data via an Open Access repository would take place only when they were willing to approve its release.  It further indicated that the embargo process might be handled within a local, departmental, repository, from which data files could be transferred automatically at an agreed point to an institutional repository offering large-scale storage and long-term preservation facilities. 
SPECTRa also demonstrated that, with suitable technical innovation and customization, the concept of a digital repository as a system for managing scientific data is one that has  the potential to meet researchers’ needs. 
Others
The project has added value to the institutional HPC (High Performance Computing) unit at Imperial by providing a usable archiving system. No thought had previously been given to this and SPECTRa has provided a means through the use of digital repositories.

Conclusions
1. This project has successfully brought together the need for long-term management of experimental chemistry data with the maturing technology and organisational capability of digital repositories.

2. Scientific repositories are complex to build and maintain. Unlike simple paper or document-based repositories, they require a specialized expertise which is both general across science and is also specific to the subject-based data types. 

3. There is no universal ‘shrink-wrapped’ approach which works for every discipline. We have designed a toolkit to address problems which should be applicable in a generic fashion to other institutions with similar research interests.

4. There is a "golden moment" in the production of chemistry research data - a point at which the researcher best understands the process, possesses a comprehensive package of information to describe it, and is motivated to submit it to a data management process - which provides the optimal point for capturing data files in a repository.

5. The approach promoted by SPECTRa is completely distinct from the management of laboratory notebooks (whether digital or not) – we are not providing a LIMS service. We are interested in providing support for data associated with theses and publication.

6. The opportunity to follow Ieads or ideas thrown up by the project is limited by the risk that redeploying limited resources would have. These risks include missing project milestones and consequent unfinished functionality – the NMR search/display tool did not proceed beyond the mock up stage; little user documentation was produced. Although we have introduced changes within the project schedule (e.g. handling embargo data and persistent identifiers), change control is an explicit requirement of project management and a concept that must be understood by project teams.
7. Quality data is a major, but under-valued, asset29. Senior university and departmental staff need to appreciate this if they are to be persuaded to allocate appropriate resources to data management, dissemination and preservation.  It would thus be useful to introduce a process such as the espida model30 as a means of measuring the asset value of data.

8. We note and support the concept that all data produced by publicly-funded research should be made publicly accessible in accordance with the principles of Open Data31. An essential prerequisite of this process is that the ownership of scientific data and licensing arrangements for data re-use need clear guidelines that can be adopted uniformly across the research community to ensure consistent practice.
9. It would be useful to use a process to measure the value of scientific data where there is a well-defined departmental service, such as spectroscopy or crystallography. 
10. Relationships between files supporting different data on the same chemical structure need to be supported by some linking process – e.g. the same  compound studied by different techniques (crystallography and NMR spectrum) or different conditions (NMR spectra in different solvents).

11. The use of chemical mime-types was found to map successfully onto the existing DSpace architecture for handling data types.

12. The organisational and technical architecture of institutional repositories may be improved by creating intermediate "departmental" repositories between the researcher and the central institutional repository. Such departmental repositories, designed to meet the needs of specific local communities of researchers, and in particular offering an embargo facility, may be more successful in establishing the degree of confidence, competence and trust that will persuade researchers to deposit data readily.
Much of the project work was involved in development of software tools to deposit experimental chemistry research data in digital repositories. This is not a piece of research in itself: these primary deliverables are defined at the start of the project and fixed resources (time and project personnel) must be allocated in order to ensure that they are delivered within these resource constraints. The application of active project management techniques (e.g. project planning, change control, scheduling, defect tracking) is essential to ensure delivery of the agreed targets. 

Implications

Publishers have become aware of the semantic value of data (semantic = understood by machines) and there is a natural tie-up between the requirements of publishers and repository managers. The link between data and published articles is bi-directional and needs support

No resource for quality assurance of the software tools and deposited test data or project data was explicitly allowed. Apart from unit testing of individual software modules, this is not a job that software developers should (or can) be responsible for, as the developers and tester’s goal is often contradictory. Development of a documented set of test cases to evaluate the operation, input and expected output of the software tools was not possible because of insufficient resources. For a project in this area, a detailed chemical research background and knowledge is also required for data analysis.

Clearly there is no tradition amongst chemists (crystallographers apart) for the organized deposition, preservation and re-use of experimental data. The long-term preservation, quality assurance and maintenance of chemical data in digital repositories is not a zero-cost option. Although a significant degree of automated data validation and metadata creation has been achieved through the use of dedicated software tools, there are limits to this (e.g. systematic name creation, author name identification) and some degree of explicit editorial support will have to be provided by future participating departmental and institutional repositories.

A developing programme to evaluate and promote the long-term potential of these subject-based digital repositories needs to be undertaken. As has been shown by the crystallographic community, the potential added value of large-scale data sets in other areas of chemistry, such as NMR spectroscopy, is considerable. However, the scalability of institutional repository platforms in handling large data sets is still largely untested.

The implications for institutional repository policy development are considerable. While SPECTRa has shown clearly that there are benefits in working closely with researchers in order to develop tools and intermediate repositories that are specific to their needs, this is a very resource-intensive process. It is unlikely that most institutional repository managers will have either the time or the specialised expertise to engage in such narrowly-focussed work across all disciplines on a single-institution basis. Progress is thus more likely if generic solutions can be pursued and shared for implementation across multiple institutions, although it may be difficult to reconcile this approach with local needs
The current DSpace functionality for handling persistent identifiers is not fully developed, and there is as yet no facility for updating Handles as content is moved between repositories. Furthermore, there is a significant potential long-term funding requirement for maintenance of persistent identifiers. The system currently operated by doi.org, who are widely used by publishers, requires an annual renewal fee for each item.
We have assumed that the central institutional repository will normally be the appropriate location for long-term preservation, leaving departmental repositories to act as holding areas for short- or medium-term file management. However, the decision as to whether departmental repository content is eventually transferred to the institutional repository is ultimately a matter be decided by local policy. Similarly, policy decisions about long-term retention are subject to both local and national stakeholder requirements and are outside the scope of the project.
Recommendations
· Sustainability of software tools will be dependent upon the willingness and ability of the relevant chemistry communities to take up and maintain the tools. There is a need for JISC to promote the use of SourceForge or the UK Research Councils’ Collaborative Computational Projects32 service.

· The value of the experimental data currently lost needs to be highlighted by research funders, particularly to heads of department and other decision makers.

· The project did not investigate the resource requirements for large-scale deposition and management of this experimental data. This needs to be investigated by JISC commissioning work to establish these requirements and to further develop appropriate software.
· Additional analysis tools will be required to add value to large-scale data aggregates. This aspect of data re-use was beyond the resources of the current project but will be a necessary and important focus for future work to realise the full potential value of the deposited data. This also needs to be fulfilled by JISC commissioning work to develop the appropriate software tools.
· The areas of chemistry in which we chose to work are selective and as such are only exemplars for chemistry as a whole. Further funding by JISC and the chemistry research community is required to capture and identify the experimental data types used in other chemistry disciplines.

· In order to maximise the value and usability of the deposited data for research chemists, the provision of a substructure searching facility will be essential. This would be a suitable project for JISC to fund as a follow up to this work.
· Guidelines on IPR for scientific data, based on UK and EU legal practice, should be prepared by JISC in consultation with public sector research funding bodies and charities such as the Wellcome Trust.  These guidelines should provide unequivocal advice that will encourage consistency of practice across all UK universities and other research institutions.  They should include guidance on: the ownership rights of individual researchers, their employers, and the bodies funding their research; ownership issues relating to different stages in the life cycle of research data (such as the creation and subsequent analysis of chemical structures); rights issues arising from collaborative work within a single institution, and between multiple institutions; rights issues relating to composite research entities such as databases; the relationship between IPR for raw data and IPR for research papers that publish those data; and IPR relating to the licensing of research data (including use of Science Commons) for reuse.

· A mechanism needs to be developed to enable links to be created between related pieces of information stored in digital repositories (e.g. the NMR spectra of the same compound in different solvents; the relationship between the spectrum and the associated peak assignments found in the experimental sections of theses or peer-reviewed publications). There is scope for this to be done as part of a JISC or DSpace repository project.
· Whilst deposition in an institutional repository should guarantee against the loss or corruption of the deposited data, this will not be sufficient to ensure future usability. Some policy of format migration will be necessary for much of the data. This should be addressed by JISC in consultation with the Digital Curation Centre.
Dissemination

Work on the project has been presented at a number of national and international conferences :

· A.Tonge: (poster) "SPECTRa: a repository for the chemistry community" (UK eScience All Hands Meeting, Nottingham, 18-21 September 2006) http://www.lib.cam.ac.uk/spectra/documents/All-Hands_Poster2.ppt
· J.Downing: (presentation) "The SPECTRa Project".  (DSpace User Group Meeting, Bergen, 20 April 2006)  http://www.dspace.cam.ac.uk/handle/1810/137387
· J.Downing & A.Tonge: (presentation): "The SPECTRa Project: a Wider Chemistry Picture" ("Digital Repositories Supporting eResearch: Exploring the eCrystals Federation Model", EBank/R4L/SPECTRa Joint Consultation Workshop, London, 20 October 2006) http://www.ukoln.ac.uk/events/ebank-r4l-spectra/presentations/a-tonge.ppt
· P.Morgan: (presentation) "Capturing Research Outputs at the University of Cambridge: Experiences with DSpace" ("Institutional Archives for Research : Experiences and Projects in Open Access", Rome, 30 November 2006)  http://eprints.rclis.org/archive/00008085/
· J.Downing & A.Tonge: (presentation) "SPECTRa: Federated Data Reposition Using DSpace" (Open Repositories 2007, San Antonio, 23 January 2007)
· P.Murray-Rust: presentation on SPECTRa at University of Illinois at Urbana-Champaign, 23 March 2007

· P.Murray-Rust. H.Rzepa, & N.Day: presentations highlighting SPECTRa at American Chemical Society Annual Meeting, Chicago, 25-29 March 2007

Forthcoming:

· P.Murray-Rust: presentation on SPECTRa at NSF-JISC Repositories Workshop, Phoenix, 17-19 April 2007

· A.Tonge: (poster) "SPECTRa: the Deposition and Validation of Primary Chemistry Data in Digital Repositories" (4th Joint Sheffield Conference on Chemoinformatics, 18-20 June 2007

· J.Downing: presentation on SPECTRa at "About Digital Repositories" JISC Conference, Manchester, 5-6 June 2007

· A. Tonge: presentation on SPECTRa at "About Digital Repositories" JISC Conference, Manchester, 5-6 June 2007 

· P. Morgan: (presentation) "Facilitating the Deposit of Experimental Chemistry Data in Institutional Repositories: Project SPECTRa"  (IATUL 2007 "Global Access to Science" Conference, Stockholm, 11-14 June 2007)

· P.Murray-Rust: presentation on SPECTRa at ETD 2007 "Added Value to E-Theses" Conference, Uppsala, 13-16 June 2007
Press coverage:

· W.Knight:"Novel search engine matches molecules in a flash" (New Scientist,      1 March 2007) http://www.newscientisttech.com/channel/tech/dn11283-novel-search-engine-matches-molecules-in-a-flash.html
Glossary of Terms, Abbreviations & Acronyms

API
Application Programming Interface

Bruker
A manufacturer of analytical instruments covering NMR, X-Ray spectroscopy and other technologies

CIF
Crystallographic Information File / Framework

CML
Chemical Markup Language

Condor
A set of tools from the Condor Project to support High Throughput Computing

CSS
Cascading Style Sheets

DC
Dublin Core metadata standard

DSpace
An Open Source OAI-compliant institutional repository software 
platform developed jointly by MIT and Hewlett-Packard

Dublin Core
A metadata standard

eBank UK
A set of JISC-funded projects focussing on the management of crystallographic data

eCrystals
An archive for crystal structures

EPrints
An Open Source OAI-compliant institutional repository software 
platform developed at the University of Southampton

EPSRC
Engineering & Physical Sciences Research Council

EThOS
Electronic Theses Online Service (a JISC project)

Fedora
An Open Source OAI-compliant digital repository software platform 
developed jointly by Cornell University and the University of Virginia

Gaussian
A calculation process named after Carl Friedrich Gauss

Handle

A form of persistent identifier with accompanying resolution services

IDE
Integrated Development Environment

InChI
International Chemical Identifier - a string of characters capable of 
uniquely representing a chemical substance

IUPAC
International Union of Pure & Applied Chemistry

J2EE
Java 2 Enterprise Edition

Java
A programming language

JCAMP-DX
Joint Committee on Atomic and Molecular Physical Data Exchange

JISC
Joint Information Systems Committee

JSpecView
A viewer for spectral data in the JCAMP-DX format

LIMS
Laboratory Information Management System

MDL Molfile
A proprietary file format, created and owned by MDL, for molecular 
information


METS
Metadata Encoding and Transmission Standard

MPEG21/DIDL
Moving Picture Experts Group standard 21/Digital Item Declaration 
Language - a metadata format for all digital objects

NMR
Nuclear Magnetic Resonance

OAI
Open Archives Initiative

OAI-PMH
Open Archives Initiative - Protocol for Metadata Harvesting

Open Access
Free and unrestricted online access to digital scholarly research, 
including but not restricted to peer-reviewed research papers

Open Data
Digital research data that are accessible free and with restriction

Open Source
Software source code that is available to the general public with 
minimal ownership restrictions in order to encourage its use and 
collaborative development

RAE
Research Assessment Exercise

RDF
Resource Description Framework

RESTful
Web Services based on Representational State Transfer architecture 

Science Commons
A licensing scheme to promote sharing and reuse of scientific
information

SHERPA-LEAP
Securing a Hybrid Environment for Research Preservation and Access 
- London E-prints Access Project

SOAP
Simple Object Access Protocol - an XML-based scheme developed by 
W3C that allows networked communication between computers

SourceForge
A repository for distribution of Open Source code and applications

Topspin
Proprietary Bruker software for processing NMR data

UKOLN
A centre of expertise in digital information management (originally "UK 
Office for Library Networking")

URL
Uniform Resource Locator - a uniform syntax for global location of 
network-retrievable documents

W3C
World Wide Web Consortium

WebDAV
Web-based Distributed Authoring and Versioning

WS-*
A generic term for a range of Web Services protocols

XHTML
Extensible HyperText Markup Language

XML
Extensible Markup Language (a simplified subset of Standard 
Generalized Markup Language)

XSD
XML Schema Definition
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Figure 1. Overview of the SPECTRa Project Architecture





InChI  :   InChI=1/C8H8O/c1-7(9)8-5-3-2-4-6-8/h2-6H,1H3











CML :





<molecule xmlns=“http://www.xml.cml.org/schema">


 <atomArray>


  <atom id="a1" elementType="C" x2="-0.380600" y2="-0.720800"/>


  <atom id="a2" elementType="C" x2="-0.381800" y2="-1.548200"/>


  <atom id="a3" elementType="C" x2="0.333100" y2="-1.961000"/>


  <atom id="a4" elementType="C" x2="1.049500" y2="-1.547700"/>


  <atom id="a5" elementType="C" x2="1.046600" y2="-0.717200"/>


  <atom id="a6" elementType="C" x2="0.331300" y2="-0.308000"/>


  <atom id="a7" elementType="C" x2="1.759600" y2="-0.302000"/>


  <atom id="a8" elementType="C" x2="2.475600" y2="-0.711800"/>


  <atom id="a9" elementType="O" x2="1.756400" y2="0.523000"/>


 </atomArray>


 <bondArray>


  <bond atomRefs2="a4 a5" order="1"/>


  <bond atomRefs2="a2 a3" order="1"/>


  <bond atomRefs2="a5 a6" order="2"/>


  <bond atomRefs2="a6 a1" order="1"/>


  <bond atomRefs2="a1 a2" order="2"/>


  <bond atomRefs2="a5 a7" order="1"/>


  <bond atomRefs2="a3 a4" order="2"/>


  <bond atomRefs2="a7 a8" order="1"/>


  <bond atomRefs2="a7 a9" order="2"/>


 </bondArray>


</molecule>
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Figure 4.  Architecture of Crystallography Deposition and Search Tools
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